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PARALLEL MULTI-DELAY SIMULATION

ABSTRACT

The  Multi-DelayParallel (MDP) algorithm is an unconventional multi-delay algorithm

in that it uses no timing wheel, or any event-sorting mechanism of any kind.  Instead, wide

bit-fields containing net values for several different times are used to resolve out-of-order

events, and bit-parallel operations are performed to simulate the required gates.  The MDP

algorithm was designed to be implemented in hardware, and is currently being targeted for

a future hardware simulation accelerator, but the current software version of the algorithm

has proven to be competitive with conventional interpretive event-driven multi-delay

simulation.  Because the MDP algorithm can resolve out-of-order events without backing

up, or even taking any special notice of them, similar techniques may prove useful for

multi-processor event-driven simulation.
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PARALLEL MULTI-DELAY SIMULATION

1. Introduction

One major difficulty in multi-processor parallel event-driven logic simulation is the

synchronization of events.  To illustrate this problem, one must distinguish between two

different time scales, both of which can be viewed from the perspective of a single

processor.  The first scale, the physical time scale, is defined by the actual time at which

events are processed, while the second, the simulation time scale, is defined by the

simulated time for which events are scheduled.  In single-processor event-driven

simulation, the two time scales can be made to correspond to one another by using an event

sorting mechanism such as the timing wheel.  However, on a multi-processor system it is

possible for the simulation time scales of two processors to become skewed because the

physical time required to process events is different on the two machines.

When the simulation time scales of two machines become skewed, it is possible for the

faster machine to receive an event that corresponds to a simulated time that has already

elapsed.  This presents a problem, since the simulation will have to be replayed from the

point corresponding to the out-of-sequence event, which may require still other processors

to replay their simulations.

Although we are not directly interested in multi-processor event-driven simulation, we

believe that some of the techniques developed in conjunction with the research reported

here could have a powerful impact on such simulations.  Our main objective in pursuing

this research was to develop techniques on a hardware accelerator.  This work is based on

much previous work we, and other researchers, have done in the area of discrete simulation

[1-7].  In particular, the underlying implementation of our algorithm is based on the multi-

delay shadow algorithm [7], which is a compiled event-driven simulation technique.

However, we believe that the techniques presented here are directly applicable to most

event-driven multi-delay simulators, not just the particular simulator that we have used as a

basis for our research.  When we began this research, it was with the intention of

eventually implementing our algorithms in hardware.  (This is still our goal.)  We felt that

the operations required by the algorithm, such as shifting very long bit-fields, and

performing bit-parallel operations on bit-fields containing hundreds of bits, are more easily

implemented in hardware than in software.  Nevertheless, after we implemented our

algorithms in software for verification purposes, we quite surprised to discover that our

techniques, implemented in software, are competitive with existing interpreted event-driven

simulators.
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Before presenting our new techniques, it is necessary to review some of the latest work

in logic simulation.  Recently, there have been a number of new compiled simulation

techniques presented in the literature.  Broadly speaking, these techniques can be classified

either as event-driven, or oblivious [1-7].  The oblivious methods used in unit-delay or

zero-delay simulation allow simulation to be done with little or no scheduling code

required, because the circuit compiler is capable of predicting the run-time behavior of the

circuit.  Unfortunately, this is worst-case behavior, which in multi-delay simulation is

usually very different from the actual behavior of the circuit.  In any oblivious simulation, it

is necessary to provide code to anticipate any event that could possibly occur in the

corresponding event-driven simulation.  In zero delay simulation, this simply means

simulating every gate once per input vector.  However in the more complex timing models,

this generally means simulating each gate several times.  In particular, if there is a path of

delay t between a gate g and the primary inputs of the circuit, then g must be simulated at

time t, regardless of whether or not a change actually occurred in the inputs of g at that

time.  Obviously, when the delays assigned to gates are not uniform, as is normally the

case in multi-delay simulation, there is a much greater opportunity for differing length paths

to exist to a particular gate.  In our work, we have observed that the number of gate

simulations goes up enormously when converting a unit-delay simulation to a multi-delay

simulation.  So much so that the performance advantage of eliminating the scheduling code

is completely outweighed by the additional gate simulations that must be performed.

Another potential problem with the oblivious techniques that have been published recently

is that the generated code is straight-line code with no locality of reference.  Since the

amount of generated code is generally too large to fit in existing instruction caches, this

translates to reasonably poor performance on machines possessing such caches.

The technique described here is a method for reducing the time required to perform a

multi-delay simulation, by reducing, but not completely eliminating, the amount of

scheduling that must be done during the simulation.  The general technique is to use a unit-

delay rather than a multi-delay scheduling algorithm, but enhance the algorithm with bit

parallel operations in a manner similar to that described in [3].  The addition of bit-parallel

operations will convert the unit-delay simulation into a multi-delay simulation, as long as

the operations are designed properly.  Our technique does not require the use of an event

sorting mechanism such as the timing wheel, but it is possible to generate events out of

sequence, even when running on a single processor.  By calculating the maximum skew

between events at compile time, and setting the bit-field width to the proper value, it is

possible at run time to treat out-of-sequence and in-sequence events identically.
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2. The PC-Set Method and Parallel Technique

To make this paper self-contained, it is necessary to review two techniques for

oblivious compiled unit-delay simulation that played an important role in the development

of our current algorithm.  Both of these techniques are limited to combinational and

synchronous cyclic circuits, but can be extended to handle asynchronous cyclic circuits.

The first technique is the PC-Set, or Potential-Change-Set, method, which is used in a

modified form in our algorithm.  The PC-Set method calculates the set of differing length

paths between a gate and the primary inputs of the circuit.  This is done by first assigning

the PC-set {0} to all primary inputs.  Once the inputs of a gate have all been assigned PC-

sets, the PC-set of the gate is computed by forming the union of the PC-sets of the inputs

and adding one to each element.  Once all gates driving a net have been assigned PC-sets,

the PC-set of the net is computed by forming the union of the PC-sets of the driving gates.

In most cases there will be a single driving gate, in which case the PC-set of the net is

identical to the PC-set of its driving gate.

The second technique is the parallel technique which allows a gate to be simulated at

many times simultaneously by using bit-parallel operations.  In the simplest form of this

algorithm, each net is modeled as a bit-field whose width is equal to the maximum number

of levels in the circuit, counting the zero level.  Each bit in the bit-field corresponds to one

unit of simulated time, with the low-order bit of each bit-field representing time zero.  Code

is generated in more or less the same fashion as in zero-delay levelized compiled code

simulators, with the exception that after each gate simulation, the result is shifted to the left

one bit and OR'ed into the bit-field that corresponds to the output net.  The low-order bit of

each bit-field is set during the initialization step for each input-vector.  Except for primary

inputs, this bit contains the final value of the net from the previous input vector.  For

primary inputs, the input value of the net is propagated throughout every bit of the bit field.

For more information on the PC-Set method and the Parallel Technique, see [3] and

[4].

3. The Multi-Delay Parallel Technique

The first step in the multi-delay parallel (MDP) algorithm is to generate a bit-field for

each net in the circuit.  Since the MDP algorithm uses unit-delay scheduling, for each

scheduling point, it is necessary to determine the range of times for which events might

reach the gate.  To illustrate this point, consider the circuit pictured in Figure 1.  Because all

paths between gate G4 and the primary inputs are the same length, it will be scheduled at

most once by any unit-delay scheduling algorithm, including the one used by the MDP
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algorithm.  However, because these paths have differing delays, gate G4 could see events

for up to three different times when it is simulated.  Therefore, the bit-field for Q must

contain at least three bits, so that changes generated by the events at times 1, 2, and 3 will

not be lost.

G1 

G2 

G3

G4

A

B

C

D

E

I1

I2

I3

Q

Delay = 1

Delay = 2

Delay = 3

Delay = 4

Figure 1. A Sample Circuit.

In Figure 1, no PC-set has more than one element, but this is rarely the case for circuits

encountered in practice.  When a gate has more than one element in it's PC-set, the gate

may be simulated several times by the MDP algorithm, and each time it is simulated, the

range of times for which events may be present may be different.  A modified version of

the PC-Set algorithm is used to determine the range of times in which events may occur for

each potential simulation of a gate.  To capture this information, the enhanced PC-set

algorithm computes a set of ordered triples for each gate, called the EPC-Set.  The first

component corresponds to the original PC-set value, while the next two values correspond

to the minimum and maximum delays for that particular PC-Set value.  Note that a PC-Set

value of i indicates that there is a path of length i, in terms of gates, between the primary

inputs and the gate or net in question.  In the EPC-Set, the second and third values indicate

the maximum and minimum delay along paths of length i.  In any EPC-Set, no two triples

will have the same first component.

The algorithm begins by assigning the set {(0,0,0)} to each primary input.  As in

original PC-set algorithm, the EPC-Set of a gate can be computed as soon as all inputs of

the gate have been assigned EPC-Sets.  The EPC-set of the gate is computed by first

forming the union of the EPC-set of the inputs.  If two or more elements of the union have
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the same first component, the duplicate elements are deleted and replaced with a single

element whose first component is identical to that of the deleted elements, and whose

second and third components are the minimum and maximum of the corresponding

elements in the deleted elements.  Once all elements with duplicate first components have

been eliminated, the first component of each triple is incremented by 1, and the second and

third components of each triple are incremented by the delay of the gate.  If a net is driven

by a single gate, the EPC-Set of the net is identical to that of the driving gate.  Otherwise,

the procedure is to form the union of the EPC-sets of the driving gates, and collapse the

elements with duplicate first components.  Figure 2 illustrates the process of computing the

EPC-Sets for the circuit.

STEP 1

A- { (0,0,0) }

B- { (0,0,0) }

C- { (0,0,0) }

D- { (0,0,0) }

E- { (0,0,0) }

STEP 2

G1- { (1,1,1) }

G3- { (1,3,3) }

G2- { (1,2,2) }

STEP 2

I1- { (1,1,1) }

I2- { (1,2,2) }

I3- { (1,3,3) }

STEP 3

G4 - {  (1,1,1),
            (1,2,2),

             (1,3,3) }

G4 - {  (1,1,3) }

G4 - {  (2,5,7) }

STEP 3

Q- {  (2,5,7) }

Figure 2. Generating EPC-Sets.

Once the EPC-sets have been generated for all gates and all nets, it is possible to

compute the required bit-field width for each EPC-set element, using the formula

Wi=Mi-mi+1, where i is the PC-set value in the first component of the triple, Mi is the

maximum delay associated with i, and mi is the minimum delay associated with i..

Because it is convenient to use a single bit-field for a particular net, the maximum of Wi for

all i is obtained and used as the bit-field width of the net.  Once this value has been

obtained, it can be used in the following way to construct a simulator.  Along with the bit-

field, each net is provided with a status variable that gives the alignment of the net (that is,

the time that corresponds to the low-order-bit of the bit field of the net).  When an event is

processed for a net, the current simulator time is used to look up the EPC-Set entry for the

net that corresponds to the current time.  The net is aligned to the m value for that particular

EPC-set element, and the new data from the event is copied into the bit field of the net.

This procedure has some problems.  First, if the current alignment of the net is greater

than the required alignment of the net for the current time, it will be necessary to shift the

bit-field to the left.  Left-shifts can cause problems, because past information must be



7

recreated.  On the other hand, a right shift simply requires that the high-order bit be

replicated throughout the vacated bit positions.  Because the recreation of past information

can be difficult or impossible to perform, the MDP algorithm substitutes a new value, k,

for certain m values if the sequence of m values can lead to left shifts.  The new value k is

defined as follows.

k
i

= min ({m
j
| j ≤ i })

The new sequence of ki values is guaranteed to be in non-decreasing order.  Another

related problem can occur when for some i>j, Mi<Mj.  When this occurs, a change made in

the high-order bit at time j, could disappear from the bit-field in time i.  Again, this occurs

only when a left shift is done, so eliminating the left-shift will eliminate this second

problem as well.  However, for the sake of uniformity, the MDP algorithm also substitutes

new values, Ki, for the M values, when the original M values are not in non-decreasing

order.  The new K values are defined as follows.

K
i

= max ({M
j
| j ≥ i })

It is obvious that substituting the k values for the m values can increase the size of the

bit-field of the net.  What is not so obvious is that substituting the K values will not

increase the size of the bit-field beyond the increase caused by the ki substitution.  To see

why this is so, suppose that Ki>Mi.  This implies that there must be some j<i such that

Mj>Mi.  However, we know that kj≤ki, therefore Ki-ki+1 = Mj-ki+1≤Mj-kj+1.  Since the

values Mj-kj+1 (for all j) are exactly those that will be used to determine the width of the

bitfield if the K values are not computed, we see that the each of the new individual bit-field

widths introduced by the K values are less than or equal to at least one individual width that

existed before the K values were computed.  In all cases, the MDP algorithm uses the k and

K values instead of the m and M values.  To clarify the process of computing the k and K

values, consider the table pictured in Figure 3.  Each row of this table illustrates one EPC-

set element, with the k and K values added.
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PC m M k K

1 2 2 2 2

2 7 9 5 9

4 5 6 5 9

8 6 10 6 10

9 8 9 8 10

Figure 3. An EPC-Set.

As stated above, a uniform bit-field width is used for each net, primarily to allow shift

operations to be used to update the net from one simulated time period to another.  To

simplify the simulation operations, a uniform bit-field size is used for all nets in the circuit.

This also simplifies the process of performing the final adjustment on the k and K values.

A final adjustment of the k and K values, beyond that illustrated in Figure 3, is required

because computing k and K values in isolation does not eliminate the possibility of

performing left shifts.  When a gate simulation is performed, the bitfields corresponding to

the inputs of the gates must be aligned to the value ki , where i is the current simulation

time, and ki is the k value that corresponds to the PC value i in the EPC-set of the gate.

The computation of k and K values describe above does not guarantee that the alignment of

the input nets will be less than or equal to ki when the simulation is performed.  However,

by using a variation of the path-tracing algorithm used by the unit-delay parallel algorithm

[4], it is possible to avoid left-shifts altogether.

The path tracing algorithm processes gates beginning at the primary outputs, and

proceeding upwards toward the primary inputs.  For each PC value i , with k value ki, in

the EPC-set of a gate, those input nets that have PC-values of i-1 or smaller are identified.

If left-shifts are to be avoided, the k values of these EPC-elements must be less than or

equal to ki-d, where d is the delay of the gate.  If this is not the case, then the k values of

the offending EPC-set elements are set to ki-d.  To avoid widening the bit-field, the K

value of each offending EPC-set element is decremented by the same amount as the k

value.  Although this may appear to cause a loss in information at the high end of the bit-

field, this is not the case.  Because all bit-fields are the same width, and because the m and

M values of the EPC-set propagate from the input nets to the gate, when the bitfield of the

input net is aligned to ki-d, it is guaranteed that there will be sufficient bits beyond the bit

corresponding to the new value of Ki to capture any activity in the input net.

Once these adjustments have been made, the procedure illustrated in Figure 4 is used to

simulate the circuit.  The simulation process is broken into two phases, the gate processing
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phase, and the event-processing phase.  Figure 4 illustrates the processing of a gate and the

processing of an event.

Process_Gate:

1. Locate the EPC-set element corresponding to the current time.

2. Let A be the k value of the selected EPC-set element.

3. For any input net N whose alignment is not equal to A,

Align (temporarily) N to A.

4. Perform bit-parallel logic operations on the input fields producing R

5. Schedule an event for the output net containing R as the new value.

Process_Event: (For net N)

1. Locate the EPC-set element of net N that corresponds to the current time

2. Let A be the k value of the selected EPC-set element.

3. Align N to A.

4. Compare the value of A to the new value contained in the net.

5. If the values are the same, to to the next event (if any).

6. Copy the new value from the event to the bit-field of the net.

7. Schedule the fan-out gates of the net.

Figure 4. The Simulation Process.

4. Implementation.

Although the techniques described in the previous section may be used with many

different simulation techniques, we chose to implement it using the shadow algorithm [7].

The shadow algorithm can be implemented either as compiled or an interpreted algorithm.

Our current implementation is the compiled form of the algorithm.  We chose this algorithm

because it generally provides for reasonably small executable files, and it performs well

with the instruction cache of our test machine.  For a description of the shadow algorithm,

see [7].

5. Experimental Results.

Several experiments were run to measure the performance of the MDP algorithm, the

results of which are reported in Figure 5.  These experiments were run using the ISCAS-85

combinational benchmarks [8], which have been used by several researches to measure the
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quality of both logic simulation and automatic test generation software.  These benchmarks

were converted to our description language, and a random delay between from 1 to 8 was

added to each gate, without regard to gate type.  Because the same collection of gates was

used in all experiments, the range from which delays were selected is no particular

importance.  The experiments were run on a SUN-4/IPC with 12 megabytes of memory

and a dedicated disk drive.  This system was dedicated during the experiments, but could

not be completely isolated.  Each experiment was run five times and the results were

averaged to obtain the numbers reported here. The values of Figure 5 are expressed in

seconds of execution time and show the time required to simulate 5,000 random vectors.

These times exclude the time required for reading inputs and printing outputs.

Circuit Interp. MDP Width Fixed Width

C432    35.9 33.8 46 35.3 83

C499 72.1 27.5 30 43.6 65

C880 55.9 55.8 44 59.1 97

C1355 196.0 184.2 86 187.3 141

C1908 219.5 298.8 78 383.4 170

C2670 253.5 307.5 65 336.4 149

C3540 467.6 505.4 91 677.5 211

C5315 644.6 839.7 70 1256.1 236

C6288 12330.0 13415.4 221 23440.9 639

C7552 1019.0 1247.4 76 1745.1 195

Figure 5. Benchmark Results.

The interpreted simulator was designed for the purpose of comparing benchmark

performance with our compiled simulator, and is based on the two-valued logic model.

The column labeled “Fixed” contains results for a variant of the MDP which uses a fixed

(non-shifting) bit-field for each net.  Because the fields are not shifted, the bit-fields must

be much larger to accommodate all possible changes in the net throughout the simulation.

These results are included to illustrate the effect of increasing the bit-field width.  The

“Width” columns represent the number of bits used for each net in the circuit for the

corresponding algorithm.  The maximum improvement was obtained for the C499 circuit,

which has a 30 bit width - less than one word.  The time to manage the internal bits of the

net is the dominating factor in the performance of the simulation.
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6. Conclusion

The parallel multi-delay event-driven algorithm has been shown to be competitive with

conventional interpreted multi-delay simulation.  This was surprising, because at first it

seemed that the extremely wide bit-fields and complicated alignment procedures would

slow the simulation down enough to make it significantly slower than conventional

interpreted simulation.  Nevertheless, we believe that the MDP algorithm is best suited for

implementation on a hardware accelerator, and are proceeding with this work.  We expect

to complete our design of this accelerator within a year.
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